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MI is how well speakers of language A understand language B 
through shared words and sounds. 

Current computational approaches estimate MI from lexical or 
phonetic distances based on hand-curated cognate lists. 

GAP: Can a language model (LM) capture the MI gradients of 
closely or distantly related languages? 

Learning Dynamics  

Hypothesis 

MI among Turkic languages 

Summary

CE Loss by Source vs Target Language 

LM trained on a source language and fine-tuned on more closely 
related target languages will exhibit greater generalizability than 

when fine-tuned on distantly related ones.

[CE ↓ | AUC ↓] Overall transfer: Closer related pairs showed lower CE loss and smaller 
AUC, consistent with greater generalizability. 

[ROC ↑ for distant pairs] More distant pairs showed a higher rate of change in the early 
stages of training. 

[Genealogy > Typology] Finnish results suggest that genealogical relatedness matters 
more than typological overlap alone. 

[Asymmetry > Similarity] Models appear to be sensitive to asymmetric relationships 
between language pairs. 

[Model vs Human] Open question 
But do native speakers perceive these similarities the way the model does? 

Approach

How to measure model’s performance?
Model metrics 
• CE training loss: 

prediction error during 
training 

• AUC learning dynamics: 
overall learning across 
training 

• ROC: rate of learning  
Expected pattern 
• Closer language pairs → 

lower CE loss, smaller AUC 
• More distant language pairs 
→ higher rate of change 

What is driving MI? 
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DATA 

OSCAR corpus 
FastText LID > 0.95

PREPROCESSING 
IPA Transcription 

Approximates pronunciation 
Minimizes script mismatch 

TRAINING PROCEDURE 
Bilingual training regimen 
Train + validate on source 

Fine-tune on target

MODEL 
2-layer character-level LSTM 

128-d embeddings 
256 hidden units

SCALE 
7 source languages (Turkic + Finnish)    

x 6 target languages  
42 models

CE patterns broadly tracked known MI gradients: closer Turkic pairs 
showed smaller loss spikes, faster convergence, and lower training loss. 

Transfer was better from Kyrgyz to Kazakh than to Turkish, from Turkish to 
Azerbaijani than to Kazakh, and from Uyghur to Uzbek than to Kazakh. 

Finnish showed higher CE loss across all pairs.

Rate of Learning  

Tree distance? Lexical overlap? Trigram overlap? 

As predicted, the AUC pattern qualitatively was lower for closer language pairs and for 
pairs with greater lexical overlap.

Overall, greater language distance predicts greater learning change: more cophonetically 
distant pairs show higher ROC, whereas pairs with greater trigram overlap show lower ROC.
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